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BUKOPUCTAHHSA NPA®I4YHUX MPOLIECOPIB B 3A0AYAX LIU®POBOI OEPOBKU
CUTHAIIB B PEAJIbHOMY YACI

O.B. €suyk, B.A. Pogincokuii, 10.1. Cmpineybkuii

leano-Dpankiscokuil HayioHaNbHUL MeXHIYHUL YHIBepcumem Hagpmu i 2aszy, eyn. Kapnamcoka,
15, m. leano-Dpankiecox, 76019, men. (03422)4-60-77

Pozensinymo moorcnugicme niosuuents 0OMUCTIOBATLHOT ROMYAICHOCHE NEPCOHATLHO20 KOMN Tomepa Ois
peanizayii 320pmKu OUCKPEMU308AHO20 CUSHATY 13 GUKOPUCTHAHHAM 2pagiunux npoyecopis. [logedeno
3POCMAHHS WBUOKOCMI GUKOHAHHS 320pMKU 015 OA0Ki6 Oanux pisnoi doexcunu. [losedena npaxmuuna
YiHHICMb  307Y4eHHsT  OOUUCTIOBANLHUX — NOMYMCHOCHel — 2pa@iynozo  npoyecopa i3  NPOSPAMHUM
inmepgeticom Compute Unified 6i0 NVIDIA Device Architecture (CUDA) .

Kniouogi cnosa: epagiunuil npoyecop, 004UCII08ATLHA NOMYIUCHICHb, 320PMKAL.

Paccmompena 6o3mooicnocmv nogvluienus gviyucaumenvrou mownocmu IIK ona peanuzayuu ceepmiu
OUCKPEeMU308AHHbILL CUSHATA C UCNOTb30GAHUEM 2PAPUYECKUX Npoyeccopos. JoKaszano yeenuueHue
CKOPOCMU GbINOTHEHUSL CGePMKU 071 OI0K08 OAHbIX PA3HOU OnuHbl. JJoKa3ana npakmuyeckas YeHHOCHb
npueieyenus GbIYUCIUMETbHBIX MOWHOCHEN 2PAPUUEcK0o20 NPOYeccopa ¢ NPOSPAMMHBIM UHmepeticom
Compute Unified om NVIDIA Device Architecture (CUDA).

Knioueswvie crnosa: epaguueckuil npoyeccop, 8bI4ucIumenbHas MOWHOCMb, CEEPMKA.

The possibility of increasing computing power of a personal computer for convolution of discrete signal
using graphics processors was considered. Proved growth rate of reduction for blocks of different lengths.
We prove the practical value of bringing computing power of GPU Compute Unified interface software
from NVIDIA Device Architecture (CUDA).

Key words: graphic processor, computation power, convolution.

B 3amayax HepyHHIBHOrO KOHTpoiar Ta obuucinenb GPU mnepenbavyae myxe BHCOKHEH

IAarHOCTUKHU 00’ €KTIB 4aCTO BUHUKAE HEOOXIIHICTh
nuppoBoi 0OPOOKH BEIUKUX MACHBIB pPE3YNbTaTIB
BHUMIpIOBaHb (DI3MYHUX BETUYMH B pEaibHOMY Yaci.

Ile crocyerbcs, 30Kpema, 3amad  BiOpamidHOL
JIarHOCTUKA Ta KOHTPOIIO aKyCTOEeMiCIHHUMHU
METOJaMM, J€  HeoOXimHicTh,  3a0e3lmedeHHs

MPUAHATHOI PO3AUILHOI 3MaTHOCTI B dYaci B
CYKYIHOCTI 13  HAsBHICTIO  BHMCOKOYaCTOTHHX
iHQOPMATHUBHUX CKIQJOBHX Yy CHTHATI BHMAarae
00pOOKH 3HAYHMX OOCSTIB TaHUX, a, OTXKE, 3HAUHUX
OOYHUCITIOBATBHUX MOTYXKHOCTEH.

CytTeBoro MM ABUIIECHHS MPOAYKTHBHOCTI
00pOOKM JaHWX HAa IEPCOHAIBHUX KOMII FOTEpax
MOXHa JOCATTH 32 PaxyHOK BHKOPHUCTaHHS
OOUYHUCITIOBATBHUX MOTY>KHOCTEHN rpadiuHuX
mporecopie [1, 2]. OcHOBHE TNpU3HAYCHHS
rpadiuaux  mpomecopiB (GPU) —  o0poOka
rpadiuHUX 300paXKeHb, 30KpeMa TPUBHMIPHUX.
Crerugika Takoi 0OpOoOKHM 3YMOBIIIOE TOOYIOBY
rpadiuHUX MPOLIECOPIB 3a IPHHIMIIOM MaCHBHO-
napajienbHOi apxiTektypu. TpaauuiiiHa Mojenb
obuucienb Ha 1eHTpanbHOMY Tpoiecopi (CPU)
nepeadavae MmociiIoBHY MOJEIb BUKOHAHHS, TOOTO
nmporpamMa — 1e HaOip MOCIIIOBHUX IHCTPYKIIH, sKi
BUKOHYIOTBCSl OJIHA 3a OfiHOI0. HaTomicTh, Mojens

cTyninp mapanenismy. B GPU HasBHI Benuki
MacHBH OOYMCITIOBAJIBHUX MOJIYINIB, KOOKEH 3 SKHX
MpaIloe TIEBHO MIPOI0 HE3aJICKHO, ajiec BCI BOHU
BUKOHYIOTh OAHY IIOCTIMIOBHICTH JiH, OIHY
nporpaMy HaJ BenMKUM MacuBoM ganux. CPU, Ha
Binminy Bix GPU, MicTaTe He3HauHy KiTbKiCTh
BaKKMX MPOILIECOPHUX siyiep. Benwki po3mipu kema
3a0e3MeyIOTh IOCUTh BUCOKY MTPOAYKTHBHICTH TIPH
BHKOHAHHI IOCIIIJJOBHOI'O KOAYy, ajie¢ MPH IbOMY
Jy’)K€ BaXXKO BMICTUTH BEIIMKY KUTBKICTh sifiep Ha
Kkpucran. J[nst mpencraBieHWX Ha puHKY Intel-
MPOIIeCOPiB TUIIOBOIO € HasBHICTH 4-8 sjep Ha
Kpucram, B Tod uwac sk gus NVIDIA wmacus
MporecopiB Hamiuye cOTHI oxuHUIb. Hampuknan,
GPU 10-i cepii Tesla mictute 240 mpomecopHUX
sIep, SKi IpalTh napainensHo [3], a B 2009 p.
Oyna po3pobieHa HoBa apxitektypa NVIDIA Fermi
(puc. 1). Temep GPU ckmamaetscs 3 16-Tm
MOTOKOBUX MYJBTHIIPOIIECOPIB, SIKi MICTATH 1m0 32
HMIeHACPHUX siApa, IO B CYKYNHOCTI  jmae 512
CUDA-snep. brnoku  po3ramoBaHi  HaBKOIO
3arajibHOl Kell-mam'sati apyroro piBHsS. KoxeH 3
ONOKIB  CKIIQJa€eThCs 3  IUIAHYBaJIbHHKA 1
opraHizaTopa, BUKOHaBYMX MOAYJiB 1 (aiiiiB
pericTpiB i Kem-nam'sITi IepIIoro piBHA.
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KapauHanbHi BIIMIHHOCTI MK apXiTeKTypamu
CPU Ta GPU — e Te, 1o B rpadiuyHux mpoiecopax
OlIbIlIa YacTHHA IJIONII KPUCTalla BUTPAYa€ThCS HA
cami 00YHCITIOBANIbHI MOJYJIi, IKUX MICTHTHCS JTyXKe
Oarato, B TOM uac sk Intel-momiOHI IleHTpasbHI
MPOIIECOPH BUTPAYAIOTh IUIONLY KPUCTalla Ha Kell i
MalOTh JIOCUTh HEBEIHKY KUIBKICTh MOTYKHHX
OOYMCITIOBATIBHUX  sJep,  po3mapajeiroBaHHs
BUKOHAHHS  33/7]ad  SKMX IIOKJIAJa€ThCsl  Ha
ornepaiiiiHy cucTeMy 1 BiOyBa€Tbcs 4YacTo 3a
JIOCUTh TIPOCTUMH TpPUHIUIAMH — “OfHE AP0 -
OIIMH mporpamMumii notik (thread)” a6o ““ ogne ampo
- ofHa TIporpama’’.

SIkmo B OOYMCIIOBAJBHINA  CHCTEMI  HE
3aCTOCOBYEThCS  CKiIagHa rpadiuHa 00poOKa,
nmoB’si3aHa 3 Bi3yadi3aimie€lo  TPUBUMIPHHUX
IAHAMIYHAX 00 €KTiB, TO OUIBIIa dYacTHUHA
OOYMCITIOBATIBHUX ~ TOTYXKHOCTEH  TpadidyHOoro
nporecopa He BUKOpHCTOBYeThCs. 11106 Bee-Takn
3a[iATH Ui HOTY)XHOCTI JUlsi 3a1a4 Herpadi4Horo
XapakTepy, fKi TaKOK IMOTPeOYyIOTh IHTEHCHBHHUX
nmapajelibHuX  OOYHCIIeHb, OYyJln0  po3po0JieHO
crelianbHi IporpamMHi iHTepQercH, OTHUM 13 IKUX
e CUDA C mus rpadiuamnx npouecopis NVIDIA 3
apxitekryporo CUDA [4]. CUDA 0a3yerhcs Ha
cragaaptTHoMy C, SIKUI pO3MIMpPEHUN TOJATKOBUMHU
METa-KOHCTPYKIISIMH JIJII TOro, 100 epEKTUBHO
nporpaMyBaTd TapalieNibHi  3aBaaHHs. Mojenb
CUDA miaTpuMy€e TeTepOreHHI OOYHCIICHHS, 1
nporpama OymyeTbes SIK CyKyHHiCTI) CeKIIIN: JesKi
CEKLiT € MACHBHO NapasebHAMH i BUKOHYIOThCS Ha
GPU (r.3B. device-xom), 1 € cekmii, sKi
BHKOHYIOTbCss mociaigoBHo Ha CPU (host-kon). B
OIHIl mporpami MOXHa 3MilllyBaTH NapalenbHi i
NOC/iA0BHI AUHKY Koxy. Takuit Koz nepenaeThes
Ha KOMIIUISIIIO KOMIIUISTOPY NVCC, SIKUM CTBOPIOE
00’ekTHI (aitm, 1o TepenaroTbes s 301pKU
nporpaMu penakTopy 3B’s3kiB Microsoft Visual
Studio

Opniero i3 HaWOUTBII
3aTpaTHUX orepartii €
BUKOPUCTOBYETBHCS B
¢inpTparii,

00YHCITIOBATIBHO
3ropTKa, 110
anroputMax — IUppPOBOI
OOYMCIIEHHST KOpeNsIiitHux (yHKIIH

Tomlo. B ocranHi poku 3a7aua 00YMCICHHS 3TOPTKH
3 BUKOPHCTaHHSAM TpadidHUX MPOIECOPiB aKTUBHO
JIOCIIJDKYETBCSI, 30KpemMa B [5, 6] posrisaaeThes
OIKC pearni3amii MBUAKOI 3TOPTKH 3 PIBHOMIpHUM
PO3OUTTSAM spa 3ropTKHU Ha OJIOKH Ta MOOIOKOBUM
HaJXOKCHHSIM Ha 00pOOKY BXIJHOI'O CHTHAY IS
cucTeM oOpOOKH ayJiOCHTHANIB y peallbHOMY Yaci.
Haiibinpmmii BUrpam y MBHAKOMAII MOPIBHSHO 3
peamizamielo  Ha  IIGHTPAIBHOMY  IpoOIecopi
JIOCATAEThCS Yy BUMAAKY OOpOOKM KiIbKOX OJIOKIB
BXIJIHOTO CUTHAJIy OJJHOYACHO, IO, OJJHAK, BHOCHTh
JIOJTATKOBY 3aTPUMKY BHXIJHOT'O CUTHAJy BiIIHOCHO
BXIJIHOTO, & TaKOX I 0araTOKaHaJbHOI 3rOPTKH,
ocobnuBo Ha HOBimMX vinax NVIDIA i3 Benukoro
KUIBKICTIO ITPOIIECOPHUX SACP.

VY BUNaJKy HEBENUKOI JOBXKHMHM siipa 3TOPTKU

Ta  BigCyTHOCTI  OaraTokaHaJNbHOI  O0OpOOKH
peamizamis TPAMOrO  ajiropuTMy  OOYHCIICHHS
3rOPTKH

M-

= 2 Iy Xy (1)

k=0
MOXe  Oimbll  eEKTHBHO  BHKOPHUCTOBYBATH
napanenisvm  GPU, HDK WBHIKHE airoput™ 3
BUKOpDHCTaHHAM  mepeTBopeHHs Dyp’e.  [na

JOCTIDKEHHS IIBHIKOAIl JTaHOTO ajrOpUTMy OYyIIo
HamucaHo mnporpamy 3 BuxopucranHsM CUDA
SDK.
OyHKIis  00YMCICHHS
BUTJISIA€ HACTYITHUM YHHOM:
__global _ void gpuBruteConvol(const float*
X, const float* H, float* Y, int N, int M)

sroptku i GPU

{
int k, m, kO;

float sum=0;

int 1 = blockDim.x * blockldx.x + threadldx.x;
if(i < N+M-1)

{
k0 = i<N ? 0: i-N+1;

m=i<M ? i:M;
for(k=k0; k<m; k++)
é{um-i-:H[k]*X[i-k];
%{[i]=sum;

H

Buknuk 1i€i ¢yHKnii 3 roiaoBHO mporpamu
0o(OopMITSIETBCSI HACTYITHHUM YHHOM:

cutilSafeCall( cudaMemcpy(d X,
N*sizeof(float), cudaMemcpyHostToDewce))

cutilSafeCall( cudaMemcpy(d_H, h H,
M*sizeof(float), cudaMemcpyHostToDevice) );

int blocksPerGrid = (N+M-1 + threadsPerBlock

h X,
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- 1) / threadsPerBlock;
gpuBruteConvol<<<blocksPerGrid,
threadsPerBlock>>>(d X, d H,d Y, N, M);

cutilSafeCall( cudaMemcpy(h_Y, d_Y, (N+M-
1)*sizeof(float), cudaMemcpyDeviceToHost) );

TecryBanns  mpoBomwiuch Ha  IIK 3
neHTpaidpbHuM Tporecopom Core 2 Duo Q8200
(4 smpa, 2,31, 2I'6 O3I]) Ta rpadivHOO MIATOMO
NVIDIA GeForce GT 9500 (4 mpomecopaux smpa,
1,4 ITu, 512 M6 O3H) Homxuna siopa M
MpUiiMaach PiBHOO BIZ[ 8 zlo 512 a JIOBXKMHA
curHainy N — B MeXax Bix 10* 1o 10° Bimikis. Jlost
BU3HAYCHHS 4Yacy BHKOHaHHS koxy Ha GPU
3acrocoByBanuch Qynkiii CUDA C mist pobotu 3
00’extamu Tty cudaEvent t, mis CPU — dynkmis
Windows API QueryPerformanceCounter.

JJ1s1 HaBeeHOI BHILIE peaji3allii yac 00unCIICHb
na GPU BusBuBcs OimpmmMm, HiK Mt CPU, B
CepelHbOMY BABIYi. BigHOCHO Maja KUIBKICTh
MPOLIECOPHUX sAep Ha rpadiyHiil miaTi Ta HIOKYI
00YHCITIOBANIBHI XapaKTEePUCTHKH, HIXK y
LEHTPAJIbHOrO MPOILECOpa, MOXKYTh YaCTKOBO
MOSICHIOBAaTH TaKWM pe3yibTaT, OJHAK JAHWUU KOJ
Ma€ TAKOX JesKl MOMIJIMBOCTI JUIS OITHMIi3arii.

30kpeMa,  BHKOPUCTaHHS  MMaM’SITi  KOHCTaHT
(Constant Memory) m03BOISIE 3MEHIIMTH dYac
YATaHHS JAHUX 332 YMOBH, IO BCI TOTOKH B
NSIKOMY  IyJli  TOTOKIB  (warp)  OJHOYacHO
3BEPTAIOTHCS 10 OJHIET 1 TIET )X KOMIPKH Iam’sTi
KOHCTaHT. Moxaudikamiss Komxy 3a  yMOBH

PO3MIIIICHHST B TaM’sTi KOHCTaHT siapa 3TOPTKH
MOJISITa€ B OTOJIONICHHI MAacUBY sJIpa 3TOPTKU SIK

rJ100aIbHOT 3MIHHOT 3 Mou(DiKaToOpoM
__constant  Ta y BUKOPUCTaHHI JIJIs IIbOT'O MAaCUBY
¢dyHKIT cudaMemcpyToSymbol 3aMiCTh

cudaMemcpy. B pesynsrati kon GPU BusBHBCS
mBuaAmuM 3a kogq CPU B CepeHEOMY B miBTOpa
pasu (puc. 2). Lsa 3anexnicts 30epiraeTbcs ajs
PI3HUX JOBXUH macuBy curHany N, 3a BHHATKOM
TIOETHAHHS Ty)K€ MaJioi JOBXKWHHU siapa (8, 16) 3
HEBEITUKOIO TOBXUHOIO MacuBy curHaiy (mo 10000,
B [[bOMY BHUIIAJIKy BUTPAIIl Y Yaci BiICYTHIN).
Moxna Oya0 O MPOJOBKUTH ONTHMI3AIlifO,
PO3MICTHBILIY B IIaM’ATi KOHCTAHT TaKOX 1 BX1THUH
curHan. OpHak OOMEXKEHHH pPO3MIp Mmam’sTi
koHcTaHT (64KOaiit, mo BignoBimae 16384
eNeMeHTaM 3 IUIaBalovyol0 KOMOIO  OJMHAPHOI
TOYHOCT1) BUMaraB OW MOJIiTy CUTHATy Ha HEBEIUKI
ONOKM Ta TOCTYMOBOI mepenadi ix Ha 0OpoOKy,
TOOTO (hakTHUHO peaji3allii CeKI[IIHOI 3rOopTKH,
HATpPUKIaJ, METOJOM HaKIaJaHHsI-I0aBaHHsI, 10
TaKoXK 30UTbIIyE 1 KUIBKICTh apUpMETHIHUX
omepariif. KpiM TOro, OCKUIBKM 3BEpTaHHS [0
maM’siTi KOHCTaHT, Ha BIAMIHY Bia TJ100aabHOL
nam’ari GPU, e cepiamizoBaHMMH, TO BUTpaml B

qgaci JOCSTa€eTbcs TUTBKM TIPH  OJHOYACHOMY
3BEpTaHHI 0 ONHIET 1 Ti€T )k afpecH, a KOJIU KOKEH
13 MOTOKIB B MyJi 3BEPTAETHCA 10 IHIIOI aapecH,
MIBUIKOMISl, HaBIAKH, MOXE 3MEHIIMTHCh. 3
¢dopmyiau (1) O4EeBUAHO, 110 CHHXPOHHE 3BEPTAHHS
0 CIEMEHTIB sipa MOXKIWBE TUIBKH IPH
posnoaiieHoMy Mo M aapecam 3BEpPTaHHI JI0
€NIEMEHTIB CUT'HAITY, 1 HABIAKH.
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Pucynoxk 2 — Burpam B yaci ais
HeonTUMI30BaHOI Bepcii koay (1) Ta 3
BUKOPUCTAHHAM MaM’SITi KOHCTAHT (2) s
Pi3HUX 10B:KUH sigpa 3ropTkun M npu N=100000

Byno  gocmimkeHO — TaKK ~ 3aJEKHICT
IIBUAKOAIT aAroOpuTMy BiJ KUIBKOCTI OJIOKIB Ta
MOTOKIB, 10 MEPEeNalOThCAd HAa  BUKOHAHHS

rpadiunoMy mportecopy. Lli KUIBKOCTI 3a7ar0ThCs

npu BUKIKKY Koxy GPU:
gpuBruteConvol<<<blocksPerGrid,

threadsPerBlock>>>(d X, d H,d Y, N, M);

B ©0azoBoMy anropuTmi KUIBKICTH TIOTOKIB
MPUIMAETLCS PIBHOK MaKCHMAaJbHO JOMYCTHMIl
Ui JTaHOTO  Tporecopa  (BU3HA4YaeThcs 32
nonomoroto ¢ynkuii cudaGetDeviceProperties), a
KUTBKICTh OJIOKIB — SIK pe3yJbTaT AUICHHS JOBXHHU
CHTHAITy Ha KUTBKICTh MOTOKIB 13 3a0KPYTIIEHHSM JI0
Ounbmoro 1iyoro. [Ipy TakoMy po3mofili KOKEH
IIOTIK OOYHUCIIIOE JINIIIE OIHC 3HAYCHHSI BUXIIHOI'O
curnany. OCKUTBKH KIIBKICTh IPOLECOPHHX sICP
CYITEBO MCHINA 3a 3arajbHy KUIBKICTb IOTOKIB,
icHye imMoBipHicTh, 10 GPU BuTpauae neskuit
JIOAAaTKOBHI 4Yac Ha TMEpPEKITIOYCHHS 3a7ad  Mik
MMOTOKaMH, Xo4ya Ii 3aTpaTd 1 OyayTh CYTTEBO
MEHINIMMH{, HDK B aHaJOrYHOMY BHIAAKY Y
HEHTPAIBHOTO MpoIlecopa, B CHUIY OCOOIMBOCTEH
apxitrektypu GPU. [lns mepeBipku 3aJexHOCTI
yacy OOYHMCIEHb Bill KiTbKOCTI OJIOKIB Oyio
MoaudikoBaHo ko1 GpyHKIiT gpuBruteConvol:

int delta=blockDim.x*gridDim.x;

while(i < N+M-1)

// ...sIK paHiIIe. ..

i+=delta;
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}

Pesynbrat TecTyBaHHS CBimYaTh, MIO 4ac
O0YHCIICHh MPAKTHUYHO HE 3aJICOKUTh B KITBKOCTI
OJIOKIB, XO4a € Iy)Ke He3Ha4YHa TEHJICHIlS 0
3MEHIIICHHS 4Yacy OOYHMCIICHHS 13 30UIbIICHHIM
KiTbKOCTi OMoKiB (puc. 3). OTKe, ONTHMAIBHOIO 3
i€l TOYKU 30py € TIEPBHHHA BEPCis aITOPUTMY.
AHaInoriui pe3ynpTaty 0yino OTpUMaHO TaKOX JIIs
PI3HUX KUTBKOCTEH MOTOKIB BCepenuHi OJIOKY.
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Pucynok 3 - 3anexxHicTb yacy o04ucjJIeHHs
3ropTKH AJs curuanay gos:xxunoro 10000 Binuaikis
Ta pi3HUX AOBXKUH siApa M

BUCHOBKH

[IpoBeaeHi  OOCHKEHHS  BUSABWIM, IO
BUKOPUCTaHHSI TpaidyHUX TIPOIECOPIB J03BOIISIE
eEKTUBHO  pO3MapajeiuTH  OOYMCICHHS B
aJrOPUTMI JTUCKPETHOI 3ropTku curHany. lle nae
MOJIUBICTh ~ CKOPHCTAaTHUCS  OOYMCIIIOBAJILHUMMU
MOKJIMBOCTSIMH TI€PCOHAIBHOIO KOMIT FOTepa IS
BUpIIICHHST 3a]a4 HEPyWHIBHOT'O KOHTPONIIO, SIKi
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